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\begin{frame}
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\end{frame}

\section{Intro}
\begin{frame}{Value functions of optimization problems}
  A value function (for stage $t$):
  \[
    Q_t(\textcolor{blue}{x_{t-1}}) = \begin{array}[t]{ll}
      \min        & \costt \\[.8ex]
      \textrm{s.t.} & \constr
    \end{array}
  \]
  \pause

  \begin{itemize}
    \item If the set $X_t$ is not convex, the function $Q_t$ might also be \emph{non-convex};
      \pause
    \item MIDAS [Philpott et al. -- 2016] assumes monotonicity of the cost-to-go function;
    \item SDDiP [Zou et al. -- 2018] lifts the state variables to a binary cube.
  \end{itemize}
  \pause
  \bigskip

  This talk: a new representation of value functions, using \emph{non-convex cuts}.
\end{frame}

\begin{frame}{Linear cuts}
  \begin{overlayarea}{\textwidth}{28pt}
  We will use the ``W'' function below as a running example.
  \end{overlayarea}
  \begin{figure}[t]
    \includegraphics<1>[width=0.5\textwidth]{figs/Julia/W_func.pdf}%
    \includegraphics<2-4>[width=0.5\textwidth]{figs/Julia/linear_cut_1.pdf}%
    \includegraphics<5>[width=0.5\textwidth]{figs/Julia/linear_cut_2.pdf}%
    \includegraphics<6>[width=0.5\textwidth]{figs/Julia/linear_cut_3.pdf}%
    \includegraphics<7>[width=0.5\textwidth]{figs/Julia/linear_cut_4.pdf}%
    \includegraphics<8>[width=0.5\textwidth]{figs/Julia/linear_hull.pdf}%
  \end{figure}
  \begin{overlayarea}{\textwidth}{72pt}
    \only<2-5>{%
    Linear cuts can be calculated by fixing $\lambda$
    and determining the intercept $\alpha$ such that
    \[
      \only<2>{\alpha - \lambda^\top x_{t-1} \leq Q_t(x_{t-1}) \quad \text{for all $x_{t-1}$}.}
      \only<3>{\alpha \leq Q_t(x_{t-1}) + \lambda^\top x_{t-1} \quad \text{for all $x_{t-1}$}.}
      \only<4-5>{\alpha := \min_{x_{t-1}} Q_t(x_{t-1}) + \lambda^\top x_{t-1}.}
    \]
    \uncover<4-5>{This corresponds to a \textcolor{mpl-c1}{Strengthened Benders cut}.}
    \uncover<5>{Varying $\lambda$ gives new cuts.}}

    \only<6->{Linear cuts yield \emph{convex approximations}:
    \uncover<7->{and taking all of them yields the \emph{convex hull} of the value function.}
    \[
      \alpha_k - \lambda_k^\top x_{t-1} \leq Q_t(x_{t-1}) \quad \forall k.
    \]}
  \end{overlayarea}
\end{frame}

\begin{frame}{Non-convex cuts}
  \begin{overlayarea}{\textwidth}{28pt}
  If we want to represent \alert{non-convex functions},
  we could use \alert{non-convex cuts} as well.
  \end{overlayarea}
  \begin{figure}[t]
    % Different openings, and maybe angles as well
    \includegraphics<1>[width=0.5\textwidth]{figs/Julia/W_func.pdf}%
    \includegraphics<2-3>[width=0.5\textwidth]{figs/Julia/sharp_variant_1.pdf}%
    \includegraphics<4>[width=0.5\textwidth]{figs/Julia/sharp_variant_2.pdf}%
    \includegraphics<5>[width=0.5\textwidth]{figs/Julia/sharp_variant_3.pdf}%
    \includegraphics<6>[width=0.5\textwidth]{figs/Julia/sharp_cut_4.pdf}%
    \includegraphics<7>[width=0.5\textwidth]{figs/Julia/sharp_hull.pdf}%
  \end{figure}
  \begin{overlayarea}{\textwidth}{72pt}
    \only<2-5>{%
    Non linear cuts are calculated in the same way,
    given a candidate \textcolor{mpl-c1}{shape $\varphi(x_{t-1})$}:
    \[
      \only<2>{\alpha - \varphi(x_{t-1}) \leq Q_t(x_{t-1}) \quad \text{for all $x_{t-1}$}.}
      \only<3->{\alpha := \min_{x_{t-1}} Q_t(x_{t-1}) + \varphi(x_{t-1}).}
    \]
    \uncover<4->{Varying $\varphi$ gives new cuts.}}
    \only<6->{If we collect cuts for several functions $\varphi(x)$,
    we get a \alert{non-convex representation} of the value function:
    \[
      \alpha_k - \varphi_k(x_{t-1}) \leq Q_t(x_{t-1}) \quad \forall k.
    \]}
  \end{overlayarea}
\end{frame}

\begin{frame}{Generalized duality [Rockafellar \& Wets -- 1997]}
  We could use a family $\Phi = \{\, \varphi_y(x_{t-1}) \mid y \in Y \,\}$ of functions
  parameterized by~$Y$.
  Then, for each $y$, we can get the best cut
  \[
    \alpha(y) - \varphi_y(x_{t-1}) \leq Q_t(x_{t-1}) \quad \forall x_{t-1}.
  \]
  where the $\Phi$-dual function $\alpha(y)$ is evaluated as before
  \[
    \alpha(y) := \inf_{x_{t-1}} \left[Q_t(x_{t-1}) + \varphi_y(x_{t-1})\right].
  \]
  \pause

  The $\Phi$-hull of $Q_t$ can be represented as
  \[
    Q_t^{\Phi\Phi}(x_{t-1}) = \sup_{y\in Y}\, \alpha(y) - \varphi_y(x_{t-1}).
  \]
  % TODO: improve
  Taking a larger family $\Phi$ allows us to get a larger maximum,
  and ultimately get tight cuts for each $x_{t-1}$.


%Generalizar o problema anterior para não só construir uma família de aproximações inferiores tangentes em um ponto mas também tomar o supremo dessa família de funções e definir a função resultante como fecho dessa família, ou seja, a melhor aproximação	inferior induzida por tal família de funções;

\end{frame}

\section{Dynamic programming}
\newcommand{\issuei}{How to get tight cuts at $x_{base}$}
\newcommand{\issueii}{How to represent the cut in the previous stage}
\newcommand{\issueiii}{Convergence}

\begin{frame}{Dynamic programming}
  A familiar loop:
  \begin{enumerate}
    \item Select a trial point $x_{base}$ in a forward step;
    \item Choose a cut shape $\varphi$;
    \item Evaluate the intercept $\alpha := \min_{x_{t-1}} \Qtilde_t(x_{t-1}) + \varphi(x_{t-1})$.
    \item Insert the cut in the previous stage.
    \item Repeat until convergence.
  \end{enumerate}
  \pause
  \bigskip

  Issues:
  \begin{enumerate}
    \item \issuei
    \item \issueii
    \item \issueiii
  \end{enumerate}
\end{frame}

\section{Cut shapes}
\begin{frame}{Tight non-convex cuts\only<5->{: Augmented Lagrangian family}}
  The value at $x_{base}$
  \[
    \Qtilde_t(x_{base}) \only<1-2>{=}\only<3->{\geq}
    \begin{array}[t]{ll}
    \min        & c_t^\top y_t + \mathfrak{Q}_t^k(x_{t+1})
                     \only<4>{+ \lambda^\top(z_{t-1} - x_{base})}%
                     \only<3>{+ \varphi(z_{t-1})}\only<5->{+ \varphi(z_{t-1})} \\[.8ex]
    \text{s.t.} & \only<1>{\constrb}\only<2->{\constrz} \\
                & \hbox to 0.55\textwidth{\only<2>{\alert{$z_{t-1} = x_{base}$}\hfill}} \\
    \end{array}
  \]
  \pause
  \pause
  \pause

  The Lagrangian relaxation corresponds to
  $\varphi(z_{t-1}) = \lambda^\top (z_{t-1} - x_{base})$,
  % Notice that this corresponds to including x_{t-1} as an optimization variable in the problem of Q_t

  % We use this hint to think about Augmented duality, which provides us with better lower bounds!
  \pause
  \bigskip

  Augmented Lagrangian duality (ALD) is tight for MIPs
  with sufficiently large \alert{norm penalization} [Feizollahi et al. -- 2017],
  \pause
  and corresponds to choosing
  \[
    \varphi(z_{t-1}) = \lambda^\top (z_{t-1} - x_{base}) \alert{+ \rho \cdot \norm{z_{t-1} - x_{base}}}.
  \]
\end{frame}

\begin{frame}{Tight non-convex cuts: Lipschitz family}
  If the value functions $\Qtilde_t$ are Lipschitz, with constant $L$,
  then any cut of the form
  \[
    \Qtilde_t(x_{base}) - L \cdot \norm{x_{t-1} - x_{base}} \leq \Qtilde_t(x_{t-1})
  \]
  is simultaneously \alert{valid and tight}.
  \pause
  \bigskip

  \alert{Lipschitz cuts} are cheaper to evaluate,
  since we don't need to solve the dual problem,
  only the primal problem:
  \begin{align*}
    \alpha  & := \Qtilde_t(x_{base}) \\
    \lambda & := 0 \\
    \rho    & := L.
  \end{align*}
\end{frame}

\begin{frame}{Dynamic programming}
  \color{gray}
  A familiar loop:
  \begin{enumerate}
  \color{gray}
    \item Select a trial point $x_{base}$ in a forward step;
    \item Choose a cut shape $\varphi$;
    \item Evaluate the intercept $\alpha$ by solving an optimization problem;
    \item Insert the cut in the previous stage.
    \item Repeat until convergence.
  \end{enumerate}
  \bigskip

  Issues:
  \begin{enumerate}
  \color{gray}
    \item \issuei
    \item \alert{\issueii}
    \item \issueiii
  \end{enumerate}
\end{frame}


\begin{frame}{Representing reverse-norm cuts}
  The negative of the $L^1$-norm or the $L^\infty$-norm is MILP-representable over compact domains.
  \[
    \Qtilde_t(x_{t-1}) \geq \alpha - \lambda^\top x_{t-1} \alert{- \rho \cdot \norm{x_{t-1} - x_{base}}}
  \]
  \pause
  \vskip -36pt

  \begin{multline*}
    \left\{ (x,\gamma) \ \middle| \
    \begin{array}{c}
      \gamma \geq \uncover<3->{\alert{-}}|x|, \\
      x \in [-M,M]
    \end{array}
    \right\}
    = \\
    \left\{ (x,\gamma)
    \ \middle| \
    \begin{array}{lcl}
      \gamma \geq \uncover<3->{\alert{-}}(x^+ + x^-)
      &;& 0 \leq x^+ \leq M \uncover<3->{\alert{\cdot z}} \\
      x = x^+ - x^-
      &;& 0 \leq x^- \leq M \uncover<3->{\alert{\cdot (1-z)}} \\
      x^+,x^- \geq 0
      &;& \ \uncover<3->{\alert{z \in \{0,1\}}}
    \end{array}
    \right\}.
  \end{multline*}

  \uncover<4->{%
    If the original problem was formulated with mixed-integer variables,
    then adding reverse-norm cuts in each stage does not change the nature of the problem
    one must solve in the forward step.%
    }

  \uncover<5>{Actually, these norms are the only ones, by [Lubin et al. -- 2017]}
\end{frame}

\begin{frame}{Dynamic programming}
  \color{gray}
  A familiar loop:
  \begin{enumerate}
  \color{gray}
    \item Select a trial point $x_{base}$ in a forward step;
    \item Choose a cut shape $\varphi$;
    \item Evaluate the intercept $\alpha$ by solving an optimization problem;
    \item Insert the cut in the previous stage.
    \item Repeat until convergence.
  \end{enumerate}
  \bigskip

  Issues:
  \begin{enumerate}
  \color{gray}
    \item \issuei
    \item \issueii
    \item \alert{\issueiii}
  \end{enumerate}
\end{frame}

\begin{frame}{Convergence proof: Lipschitz value functions}
  A familiar proof:
  convergence of the approximations
  \[
    \mathfrak{Q}_t^k(\cdot) = \max_{1 \leq j \leq k} \{ \alpha_{t,j} - \varphi_{t,j}(\cdot) \}
  \]
  to the value functions $Q_t(\cdot)$
  in the neighborhood of an optimal solution.
  \pause
  \bigskip

  Basic ingredients:
  \begin{enumerate}
    \item Monotonicity of approximations;
    \item Uniform estimates coming from Lipschitz constant;
    \item Compactness to extract converging subsequences;
    \item Tight cuts ensure improvement;
  \end{enumerate}
  \pause

  \ldots\ and some more to handle stochasticity.
  \pause
  \bigskip

  Details: \url{https://arxiv.org/abs/1905.02290}
  or \url{http://www.optimization-online.org/DB_FILE/2019/05/7193.pdf}.
\end{frame}

\section{Example}
\begin{frame}{Choosing cuts: Reverse-norm cuts}
  From $x_{base}$, we are going to construct cuts of the following form:
  \[
    \Qtilde_t(x_{t-1}) \geq \alpha - \lambda^\top x_{t-1} - \rho \cdot \norm{x_{t-1} - x_{base}}_1
  \]

  \begin{columns}
  \begin{column}{0.5\textwidth}
    \begin{enumerate}
      \item<2-> solve the augmented Lagrangian dual problem to optimality, getting $\rho$, $\lambda$ and $\alpha$;
      \item<3-> choose some $\rho$ and $\lambda$ and evaluate the best $\alpha$ for these values;
      \item<4-> if we know a $\rho \geq Lip(Q_t)$, take $\lambda = 0$, and evaluate $\alpha := \Qtilde_t(x_{base})$.
    \end{enumerate}
  \end{column}
  \begin{column}{0.5\textwidth}
    \only<1>{\includegraphics[width=\textwidth]{figs/Julia/W_func.pdf}}%
    \only<2>{\includegraphics[width=\textwidth]{figs/Julia/ALD_exact.pdf}}%
    \only<3>{\includegraphics[width=\textwidth]{figs/Julia/ALD_guess.pdf}}%
    \only<4>{\includegraphics[width=\textwidth]{figs/Julia/Lipschitz.pdf}}%
    \only<5->{We refer to the first two by \alert{Augmented Dual Dynamic Programming (ADDP)}
    \bigskip
    \bigskip
    \bigskip

    \uncover<6->{And to the last one by \alert{Lipschitz Dynamic Programming}.}}
  \end{column}
  \end{columns}
  \bigskip

 \uncover<7->{%
  For Multistage MIPs,
  if they have \emph{compact state complete continuous recourse},
  then all value functions will indeed be Lipschitz.
  }
\end{frame}

\section{Example}
\begin{frame}{A 1d illustration}
  A control problem with 8 stages, 10 scenarios per stage.

  The value function at each node looks like a ``W''.
  \bigskip
  \bigskip
  \bigskip

  \begin{overprint}
    \onslide<1>Implemented in:
    \begin{itemize}
      \item Julia-0.6.4
      \item SDDP.jl [Dowson \& Kapelevich -- 2017]
      \item SLDP.jl
    \end{itemize}
    \medskip
    We used SDDiP.jl [Kapelevich -- 2018] for SDDiP comparison.
    \onslide<2>\includegraphics[width=0.7\textwidth]{figs/Control_W.pdf}%
    \onslide<3>\includegraphics[width=0.7\textwidth]{figs/Control_costs.pdf}%
    \onslide<4>\includegraphics[width=0.7\textwidth]{figs/Control_7.pdf}%
    \onslide<5>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_7.pdf}%
    \onslide<6>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_6.pdf}%
    \onslide<7>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_5.pdf}%
    \onslide<8>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_4.pdf}%
    \onslide<9>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_3.pdf}%
    \onslide<10>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_2.pdf}%
    \onslide<11>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_sddip_1.pdf}%
    \onslide<12>After 100 cuts:
    \begin{table}[hb]
      \begin{tabular}{r|ll|ll}
                 & SB      & SDDiP & SLDP  & ADDP  \\ \hline
        LB       & 1.167   & 2.370 & 3.031 & 3.085 \\
        UB       & 3.453   & 3.490 & 3.380 & 3.313 \\
        time (s) & 12      & 3317  & 23    & 605   \\
      \end{tabular}
      \caption{Results for an 8-stage non-convex problem}
    \end{table}
    \onslide<13>\includegraphics[width=0.9\textwidth]{figs/Control_LB_evol.pdf}%
    \onslide<14>\includegraphics[width=0.9\textwidth]{figs/Control_cuttime_vs_iter.pdf}%
  \end{overprint}
\end{frame}

\begin{frame}{Some remarks}
  Compared to SDDiP
  \begin{itemize}
    \item Does not discretize the state ``a priori'';
    \begin{itemize}
      \item relaxes a little the complete continuous recourse asumptions.
    \end{itemize}
    \item Can be ``incrementally refined''.
    \item Adds binary variables on cuts, not on the state discretization;
    \begin{itemize}
      \item could add many more binary variables
    \end{itemize}
  \end{itemize}
  \pause
  \bigskip

  Compared to MIDAS
  \begin{itemize}
    \item Does not need monotonicity hypothesis
    \item Performance comparison missing.
  \end{itemize}
\end{frame}

\section{Future work}

\begin{frame}{Future work}
  \alert{Better estimates} for the penalty constant~$\rho$ of the reverse-norm cut,
  since smaller values of~$\rho$ induce nonlinear cuts that fill the non-convex
  region using less iterations, so the lower bound increases more quickly.
  \begin{overprint}
    \onslide<1>\includegraphics[width=0.7\textwidth]{figs/Julia/sharp_fill_1.pdf}%
    \onslide<2>\includegraphics[width=0.7\textwidth]{figs/Julia/sharp_fill_2.pdf}%
    \onslide<3>\includegraphics[width=0.7\textwidth]{figs/Julia/sharp_fill_3.pdf}%
    \onslide<4>\includegraphics[width=0.7\textwidth]{figs/Qtilde_control/Qtilde_control_2.pdf}%
  \end{overprint}
\end{frame}

\begin{frame}{Future work}
  A proof or a counter-example for the convergence of the ADDP algorithm
  in the \alert{discontinuous MILP setting}.
  Our proof uses \alert{uniform} Lipschitz estimates,
  and for tight cuts one will need larger $\rho$ near discontinuities.
  \includegraphics<1>[width=0.7\textwidth]{figs/Julia/sharp_disc_1.pdf}%
  \includegraphics<2>[width=0.7\textwidth]{figs/Julia/sharp_disc_2.pdf}%
  \includegraphics<3>[width=0.7\textwidth]{figs/Julia/sharp_disc_3.pdf}%
\end{frame}

\begin{frame}{}
  \centering{\Large Thank you!}
  \pause
\end{frame}

\begin{frame}[noframenumbering]{A 4d curse of dimensionality}
  ``Same'' control problem: 8 stages, 10 scenarios per stage.

  The value function at each node is $\sum_{i=1}^4 W(x_i; \xi^j)$.
  \bigskip
  \bigskip
  \bigskip

  \begin{overprint}
    \onslide<2>The optimal value is approximately 13\ldots
    \begin{table}[hb]
      \begin{tabular}{r|ll|lll}
                 & SB      & SDDiP & SLDP  & SLDP  & ADDP  \\ \hline
        \# cuts  & 100     &  50   &  100  &  250  &  50   \\
        LB       & 4.605   & 4.577 & 7.113 & 7.883 & 7.645 \\
        time (s) & 10      & 2500  & 21    & 194   & 258   \\
      \end{tabular}
      \caption{A harder 8-stage non-convex problem}
    \end{table}
  \end{overprint}
\end{frame}

\end{document}
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